Scale construction utilising the Rasch unidimensional measurement model: A measurement of adolescent attitudes towards abortion

Jacqueline Hendriks1,2, Sue Fyfe1, Irene Styles3, S. Rachel Skinner2,4, Gareth Merriman1

1. School of Public Health, Curtin University, Australia
2. School of Paediatrics and Child Health, University of Western Australia, Australia
3. Graduate School of Education, University of Western Australia, Australia
4. Sydney University Discipline of Paediatrics and Child Health, Children’s Hospital at Westmead, Australia

Abstract

Background
Measurement scales seeking to quantify latent traits like attitudes, are often developed using traditional psychometric approaches. Application of the Rasch unidimensional measurement model may complement or replace these techniques, as the model can be used to construct scales and check their psychometric properties. If data fit the model, then a scale with invariant measurement properties, including interval-level scores, will have been developed.

Aims
This paper highlights the unique properties of the Rasch model. Items developed to measure adolescent attitudes towards abortion are used to exemplify the process.

Method
Ten attitude and intention items relating to abortion were answered by 406 adolescents aged 12 to 19 years, as part of the "Teen Relationships Study". The sampling framework captured a range of sexual and pregnancy experiences. Items were assessed for fit to the Rasch model including checks for Differential Item Functioning (DIF) by gender, sexual experience or pregnancy experience.

Results
Rasch analysis of the original dataset initially demonstrated that some items did not fit the model. Rescoring of one item (B5) and removal of another (L31) resulted in fit, as shown by a non-significant item-trait interaction total chi-square and a mean log residual fit statistic for items of -0.05 (SD=1.43). No DIF existed for the revised scale. However, items did not distinguish as well amongst persons with the most intense attitudes as they did for other persons. A person separation index of 0.82 indicated good reliability.

Conclusion
Application of the Rasch model produced a valid and reliable scale measuring adolescent attitudes towards abortion, with stable measurement properties. The Rasch process provided an extensive range of diagnostic information concerning item and person fit, enabling changes to be made to scale items. This example shows the value of the Rasch model in developing scales for both social science and health disciplines.

Key Words
Rasch unidimensional measurement model, adolescent, abortion, attitudes, attitude scale

What this study adds:
1. Whilst many recent studies have utilised the Rasch unidimensional measurement model, this research is a unique opportunity to apply the technique to attitudinal data in the domain of adolescent sexual health.
2. Provision of a valid and reliable unidimensional scale to measure adolescent attitudes towards abortion with invariant, interval-level scores.
3. Accurate assessment of attitude scores will greatly benefit the development and administration of sexual health interventions for adolescents.

Background
Social science researchers often utilise questionnaires or scales to measure latent traits such as quality of life, anxiety
levels or maths ability. Such scales consist of a collection of questions or items, where item responses are scored and summed to yield a final scale score.

Scale scores can be ranked according to the level of measurement. Traditionally, social research will generate nominal or ordinal scores, which are considered less precise measures than the interval and ratio scores used by the physical sciences. Scores will also be influenced by the sample used to construct the scale, the subsequent population/s to whom the scale is administered, and the items or persons that are used when making comparisons. Recently these traditional approaches have been complemented, and in some instances replaced, by application of the Rasch unidimensional measurement model.

The Rasch unidimensional measurement model, a robust model for the objective measurement of latent traits, addresses weaknesses in traditional approaches because it is based on principles of fundamental measurement – the only measurement model in the social sciences to do so. For this reason it was chosen as the model for this study; to establish the measurement properties of a scale assessing adolescent attitudes towards abortion.

When fundamental measurement occurs, invariant comparisons of items and persons can be made in terms of a constant unit. Fundamental measurement is taken for granted in the physical sciences, whereas social scientists have been cautioned against treating raw scores and the summation of such scores as measures of a construct without first checking they conform to these fundamental principles. Raw scores for both items and persons are transformed into measures (known as locations) using a logistic mathematical function derived by the Danish mathematician Georg Rasch.

Comparison of different techniques
The measurement paradigm on which the Rasch model is based differs from alternative theoretical paradigms that researchers may use to construct and scale scores. The advantages of the Rasch model over traditional psychometric methods has been stated previously.

Most commonly, researchers will apply the Classical Test Theory (CTT) approach, whereby the strength of the attribute (or ability) is defined by an observed score, derived through summation of a true score and a measurement error term. Alternatively, Item Response Theory (IRT) may be applied, whereby trait levels (or the probability of a correct response) are calculated as a mathematical function of person and item parameters.

The Rasch model also uses person and item parameters to determine the probability of an item score. However, whilst IRT models seek to fit the response model to the data, the Rasch model operates in the reverse direction by requiring the data to fit the model. Application of the Rasch model to a set of data produces a range of diagnostic information which may be used to determine how well items work to measure traits.

In essence, Rasch analysis is a statistical technique that enables questionnaires or scales to be modified, with items rescored or removed, so that the instrument better measures the trait, attitude or ability under consideration. This is in contrast to trying to change the model of the trait, attitude or ability to fit the data based on the original questionnaire.

The Rasch model is used to help establish the internal consistency and reliability of a set of items. Estimates of person locations are independent of which items are used for comparisons. Likewise, estimates of item locations are independent of which persons are used for comparisons. The model also requires invariance in the unit of measurement, and it is the production of these constant units of measurement that result in equal-interval scale scores for persons. These scores (locations) can then be used in standard statistical analyses.

The Rasch model uses fit statistics and graphical inspection to indicate whether a set of items can be considered to comprise a unidimensional measurement scale with equal-interval level properties, and whether scale scores remain invariant across different groups. Invariance is the core measurement principle on which the model rests, with the analysis seeking to identify anomalies in the data which may undermine such invariance of measurement. Anomalies can lead to a better understanding of the property being measured and the task is to work towards a better fit of data to the model’s requirements, until the match is sufficient to provide invariant measures. This may be achieved by the deletion or modification of items, the development of new items; and in some instances the deletion of specific persons or the measurement of further groups of persons.

The Rasch unidimensional measurement model
The Rasch model is essentially a probabilistic version of the Guttman scale. Figure 1 illustrates the response structure of an item according to both models. The red line in Figure 1 illustrates the ideal Guttman pattern. The Guttman scale
assumes that if a person has an ability equal to (the position * on the x axis) or greater than the difficulty of the test item, the probability of getting an affirmative response is 100%. Those having ability less than the difficulty of the item have 0% probability.

In contrast, according to the Rasch model (illustrated by the green curve in Figure 1) if the difficulty of the item and the ability of the respondent are equal (at *) the person has only a 50% probability of responding affirmatively. There is a gradient of probability on both sides; falling as ability decreases and increasing as ability increases. The green curve in Figure 1 is termed an Item Characteristic Curve (ICC).

Figure 1: The response structure of a single dichotomous (yes/no) item under Guttman and Rasch principles

When the Rasch model is applied to ordered response data, like attitudes, where successively higher scores indicate increasing levels of agreement with a particular statement or item, person ability represents how strongly respondents support the attitude item and item difficulty represents how easy the item is to endorse.

Ordered response data also introduces the probability of a response being made in any one response category (e.g. the probability of selecting strongly agree, agree, disagree or strongly disagree). In this instance, in addition to the ICC, a Category Characteristic Curve (CCC) is produced for each item. The CCC displays the probability of a person endorsing a particular response category based on their level of support for the item and the intensity or difficulty of the item.

Figure 2 illustrates a CCC with well-spaced response categories. The range of person total scores, termed person locations in Rasch analysis, is plotted along the x-axis. More detail about the unit of measurement (i.e. logits) will be forthcoming. The probability of selecting each category is plotted along the y-axis. In Figure 2, the probability of selecting disagree, across different person locations, is shown by the red curve.

Figure 2: Category Characteristic Curve (CCC) for an item where the response categories are operating well

The point between two adjacent categories, where either response is equally probable, is termed the threshold. For data to adhere to the Rasch model, threshold points should be correctly ordered, such that respondents would consider endorsing strongly agree to represent greater support for the latent trait than selection of the agree category. It would also mean that respondents with high overall levels of the latent trait being measured would consistently endorse the higher-scoring responses and respondents who possessed lower trait levels would consistently endorse the lower-scoring responses.

Disordered thresholds occur when participants have difficulty consistently discriminating between response categories. This may arise if there are too many response options or if the labelling is confusing.

Person and item locations are logarithmically transformed and plotted on the same continuum using a common unit of measurement termed a logit; thereby converting ordinal data to equal-interval data. Figure 3 illustrates how person and item locations (measured in logits) can be plotted on the same continuum along the x axis. In Rasch modelling, these logit values are termed locations instead of scores.

A person’s location in logits is their natural log odds for agreeing to a set of items. People with higher levels of the attitude under consideration have more positive endorsement of items and thus have locations (in logits) that occur to the right of the scale.
An item’s location may be interpreted as the relative difficulty respondents, as a whole, have in responding affirmatively to that item. Items located to the right of the continuum midpoint of 0 logits (i.e. a positive logit value) are more difficult to endorse than those to the left (a negative logit value), with the item content helping to define what more or less of the construct signifies. More intense items are likely to be affirmed only by persons possessing higher total scores on a set of items, whereas easier or less intense items are likely to be affirmed by many persons, including those with lower total scores.10

Figure 3: Example of a person-item distribution map showing person (red) and item (blue) locations in logits

Logits possess several advantages over raw scores. Firstly, as these measures share a common unit on a common scale, researchers can readily visualise the order of difficulty or intensity of items relative to each other and can easily ascertain where any individual person is located in relation to all items.17 Secondly, the conversion of ordinal data to equal-interval data means any difference in logits implies equal difference in ability or latent trait possession.17 Item or person logit locations can therefore be summed and used in standard statistical analyses. Finally, unlike raw person and item scores, these measures allow comparisons between subjects from the same group to be made independently of the items chosen for comparison, and for comparisons between items to be made independently of which participants are used for the comparison.6

A variety of software programs are available to assess how well data conform to Rasch measurement criteria.18 20 They function by producing both expected and observed values of person responses for comparison. Fit statistics and graphical inspection of these values help establish which persons and/or items should or should not be retained to ensure the best possible fit of data to the model; specifically whether items can be considered to comprise a unidimensional measurement scale with equal-interval level properties. If the data fit the model, the programs provide both item and person locations (raw scores transformed according to the Rasch logistic function) which can be plotted on the same continuum. The person locations may then be submitted to traditional statistics to test, for example, the significance of mean differences between groups of persons.

Checks are also made to determine if different groups within a sample (e.g. gender or age), despite having the same levels of the latent trait, respond differently to an individual item. This phenomenon is termed Differential Item Functioning (DIF). When DIF is present, the probability of an item response cannot be explained wholly by the respondents’ levels of attitude and the difficulty of endorsing the item, as their performance is also influenced by another characteristic such as their gender or age.21

In Rasch analysis, no single test of fit statistic is paramount or sufficient, and each must be considered for comprehensive appraisal of the data.22 Knowledge of the construct, scale, sample and test conditions will help to explain or theorise about any discrepancies between the model and the data. “Failure of the data to conform to the Rasch model implies further work on the substantive problem of scale construction, not on the identification of a more complex model that might account for the data”. [8 p. 86] Refinement of poorly fitting items (e.g. removing items, splitting items, collapsing categories) is used to create a scale that better measures the latent trait under consideration.

The remainder of this paper details application of the Rasch model to measure attitudes towards abortion, along with an evaluation of the scale’s properties. This same process could be applied to the measurement of other latent traits. The specific aim is to illustrate how a psychometrically sound unidimensional measure of adolescent attitudes and intentions towards abortion was created.

Method
The “Adolescent Attitudes to Abortion (AAA) Scale” was derived using data from a multiphase research project entitled the “Teen Relationships Study”.23 This study aimed to explore biopsychosocial antecedents to adolescent pregnancy, and was conducted in Perth, Western Australia between 2006 and 2008 with adolescent samples.

Phase one of the “Teen Relationships Study” involved in-depth semi-structured interviews with a purposive sample of sexually active adolescent females (aged 14-19 years). Thematic analysis was performed on the narrative data and
prominent themes were identified. From these themes, attitude and intention items were created. Further detail of the method used to obtain these data and some of the thematic findings have been published elsewhere.\textsuperscript{24,25}

In phase two of the “Teen Relationships Study,” attitude and intention items were integrated into an extensive questionnaire collecting demographic information and data on functioning in individual, family, and extrafamilial domains. To capture a range of sexual experiences and pregnancy outcomes, the questionnaire was administered to attendees of antenatal clinics (females), termination services (females) and secondary schools (males and females).

Participants
In total 1681 adolescents, aged 12 to 19 years, responded to the questionnaire. Of the attitude and intention items relating to abortion (n=10), three items were gender-specific and two items were given to males only. For the purpose of scale development, the sample size was amended to include only those individuals who answered all the items applicable to their gender (n=203 males, 510 females).

As there were nearly twice as many female respondents, a random sub-sample of 203 females was selected to make the size of each gender group equitable. This approach was taken to help ensure the final scale would be relevant to both sexes. Therefore, the final sample size used for the Rasch analysis was 406 participants.

Additional checks to ensure the scale content was meaningful to particular population subsets, including gender, were made. These checks, specifically assessment for DIF, are discussed later.

Scale structure
The “AAA Scale” originally consisted of ten attitude and intention items relating to abortion, as listed in Table 1. Items were answered on a four-point Likert scale consisting of\textit{ strongly disagree},\textit{ disagree},\textit{ agree} and\textit{ strongly agree}; and were scored from 0 to 3 respectively. Items marked with an asterisk (*) were reverse-scored. A higher score equated to greater support for terminating a pregnancy. Items preceded by an L were asked of both males and females, G items were only given to girls and B items to boys.

To establish the internal consistency and reliability of the set of items, all responses were analysed using the interactive computer program Rasch Unidimensional Measurement Model 2030 (RUMM2030).\textsuperscript{20}

<table>
<thead>
<tr>
<th>Item</th>
<th>Attitude to Abortion Scale (n=10)</th>
</tr>
</thead>
<tbody>
<tr>
<td>L3</td>
<td>I would have an abortion if there was something wrong with the baby</td>
</tr>
<tr>
<td>L10*</td>
<td>I do not believe in abortion</td>
</tr>
<tr>
<td>L17</td>
<td>Abortion is a good option if you need to use it</td>
</tr>
<tr>
<td>L31*</td>
<td>I do not think abortion should be available</td>
</tr>
<tr>
<td>L39</td>
<td>My family does not agree with abortion</td>
</tr>
<tr>
<td>G2</td>
<td>I would have an abortion if I was not ready to have a baby</td>
</tr>
<tr>
<td>B2</td>
<td>I would want my partner to have an abortion if I wasn’t ready to have a baby</td>
</tr>
<tr>
<td>G5</td>
<td>I would have an abortion if I was raped and became pregnant</td>
</tr>
<tr>
<td>B5</td>
<td>It is okay for a girl to have an abortion if she was raped and became pregnant</td>
</tr>
<tr>
<td>G23</td>
<td>I would have an abortion if I didn’t have a partner to support me</td>
</tr>
</tbody>
</table>

*indicates item is reverse-scored

RUMM2030 ranked person locations and divided them into class intervals (CIs) of approximately equal numbers. The mean observed scores for each CI were then compared to the value expected by the Rasch model. The process, including the various output and fit statistics generated by RUMM2030, and how they are evaluated, is provided in the results section.

Results
Thresholds
The expectation is that response curves for each category and for each item function according to logical expectations and the requirements of the Rasch model, as shown in the CCCs in Figure 2. For the “AAA Scale” this means the response curves plot from left to right in order of increasing agreement. Therefore, the probability of selecting the “easiest” (least intense) option is more likely to occur amongst those scoring low on the scale overall (i.e. amongst individuals indicating a low support for abortion), and those who scored higher on the overall scale would have a greater probability of selecting a more intense, higher-scoring response option. In addition to viewing CCCs, a table detailing the logit locations of threshold points can be examined to detect any disordered thresholds.

Disordered thresholds are indicative of broader validity and reliability issues.\textsuperscript{6} Before any additional assessment of fit to the Rasch model was made, the possibility of correcting such thresholds was explored by collapsing adjacent categories where the problem occurred.

Table 2 illustrates threshold locations for two items from the “AAA Scale”. Item B5 had thresholds that were reversed and therefore were not operating according to logical expectations or the requirements of the model. The
highlighted section of the table illustrates that the second threshold occurred before the first. In comparison, the thresholds for item G5 operated as expected and were ordered sequentially.

Table 2: Threshold Values for two Items from the “Adolescent Attitudes to Abortion Scale”

<table>
<thead>
<tr>
<th>Item</th>
<th>Thresholds</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>1 strongly disagree/disagree</td>
</tr>
<tr>
<td>G5</td>
<td>-1.14</td>
</tr>
<tr>
<td>B5</td>
<td>-0.24</td>
</tr>
</tbody>
</table>

* indicates reversed thresholds

Assessment of the CCC for item B5, as illustrated in Figure 4, highlights these disordered thresholds graphically. The figure illustrates that the first threshold (i.e. where the probability of responding in either category 0 or 1 intersect) occurred after the second threshold (where categories 1 and 2 intersect) along the logit continuum. This would mean that for persons located anywhere along the response continuum, and especially for those persons located at the maximum value for this category, disagreeing with the item (i.e. selecting category 1) is never the most probable response.

Figure 4: Category characteristic curve for item B5 with disordered thresholds

To address these disordered thresholds, before any additional assessment of fit to the Rasch model was made, the response categories for this item were reduced from four categories to three. This was achieved by rescoring as follows: 0/1=0, 2=1, and 3=2. In descriptive terms this meant combining strongly disagree and disagree, leaving agree and strongly agree separate. Figure 5 illustrates the CCC for item B5 after the categories were rescored. It can be seen that the thresholds now operated correctly.

As correctly ordered response category thresholds are an integral test of fit to the Rasch model, the remainder of the analyses were carried out using the rescored data.

Figure 5: Category characteristic curve for item B5 with ordered thresholds

Item Fit
Fit of the individual items to the model was examined via individual item log residual test of fit statistics, the item-trait interaction test of fit (a chi–square test) and graphical inspection of the ICCs. Results of all three were taken into account when making decisions about fit or misfit to the model.

A negative fit residual indicates the item is over-discriminating in relation to the discrimination of all items taken as a whole, and a positive value suggests the item is less discriminating. Log residual test of fit statistics within the range -2.5 to 2.5 are usually acceptable.26

The hypothesis of the chi-square test is that there is no difference between the observed and theoretical values for a particular ICC. Therefore, p-values of less than 0.05, which show that there is a difference, indicate poor fit of the item to the model. x^2 values may vary in size and if ranked, may increase gradually, but ideally there should be no sudden increases in size and none should be statistically significant.27

Table 3 illustrates item fit statistics for the original 10 items of the “AAA Scale”, arranged by increasing x^2 value. The location is the item intensity measured in logits. Most of the statistics comply with criteria for good data to model fit: low log residuals (<± 2.5) and high x^2 probability (p>0.05). To account for multiple testing, Bonferroni adjustments were made to the chi-square significance tests based on the number of items in the scale.

Table 3 indicates that two items do not fit the model well. Item L39 has a log residual greater than the maximum set and L31 registers a high x^2 value.
Table 3: Item Fit Statistics for all Items of the “Adolescent Attitudes to Abortion Scale” (n=10)

<table>
<thead>
<tr>
<th>Item</th>
<th>Location</th>
<th>Log residual</th>
<th>$\chi^2$</th>
<th>p</th>
</tr>
</thead>
<tbody>
<tr>
<td>G5</td>
<td>-0.72</td>
<td>0.55</td>
<td>1.48</td>
<td>0.69</td>
</tr>
<tr>
<td>G2</td>
<td>-0.25</td>
<td>0.28</td>
<td>1.79</td>
<td>0.62</td>
</tr>
<tr>
<td>L3</td>
<td>0.70</td>
<td>0.23</td>
<td>2.56</td>
<td>0.46</td>
</tr>
<tr>
<td>G23</td>
<td>0.94</td>
<td>0.52</td>
<td>2.58</td>
<td>0.46</td>
</tr>
<tr>
<td>L17</td>
<td>0.15</td>
<td>-0.48</td>
<td>2.78</td>
<td>0.43</td>
</tr>
<tr>
<td>L10</td>
<td>-0.14</td>
<td>-2.03</td>
<td>3.02</td>
<td>0.39</td>
</tr>
<tr>
<td>B5</td>
<td>-0.46</td>
<td>-0.28</td>
<td>4.40</td>
<td>0.22</td>
</tr>
<tr>
<td>L39</td>
<td>0.03</td>
<td>2.86</td>
<td>4.72</td>
<td>0.19</td>
</tr>
<tr>
<td>B2</td>
<td>0.36</td>
<td>-0.74</td>
<td>7.04</td>
<td>0.07</td>
</tr>
<tr>
<td>L31</td>
<td>-0.61</td>
<td>-1.77</td>
<td>12.80</td>
<td>0.01</td>
</tr>
</tbody>
</table>

After removing item L31 and recalculating the item fit statistics, all $\chi^2$ values complied but the fit residual for L39 remained high (3.32).

Finally, graphical inspection of the ICCs for each item was made to examine the fit between expected and observed values. The ICC for item L39, now considered the worst-fitting item, is illustrated in Figure 6. The average response of persons within each class interval (CI) is represented graphically by a dot and expected values are represented by the solid curve. As these points were closely aligned, item L39 was retained. The ICC for the best-fitting item, G23, is shown in Figure 7 for comparative purposes.

Overall fit of the items to the Rasch model was examined by assessing the mean item log residual test of fit. For items to fit the model, the mean across all items should be close to 0 and the standard deviation close to 1. A mean item fit residual of -0.05 (SD=1.43) indicated overall item fit was acceptable for the “AAA Scale”.

Differential Item Functioning
To assess DIF, an F-test for each item was performed to determine if the obtained mean location values were statistically comparable, irrespective of what group the person may have belonged to. In an F-test, if the two variances used for comparison are equal, they are considered to be from the same population. Bonferroni adjustments were also made for these tests.

The “AAA Scale” displayed no evidence of DIF within the following groups: males and females; those reporting previous sexual experience versus those with no prior experience; and amongst people with different pregnancy histories. Thus direct comparisons of mean locations for these groups can be made as the construct has the same meaning across sub-groups.

Person fit
The fit of individual persons to the model was assessed via person fit residuals. Log residual values less than -2.5 indicate a purer Guttman response pattern than expected and may indicate a problem if the value is very low (e.g. the persons could be responding according to a mental set or fixed pattern of thinking). Values exceeding 2.5 indicate a response pattern that is disordered more than expected and may indicate carelessness or low motivation in responding. Both extremes were investigated to determine whether to remove such persons from the sample.

Of the final sample of 406 participants, 29 individuals displayed person fit log residuals outside the range -2.5 to 2.5. As these residuals were all negative and their removal did not change the overall fit of the data to the Rasch model, a decision was taken to retain all persons.

Overall fit of persons to the model was examined via the mean person log residual test of fit. Like the item log residual test of fit, it is expected to approximate a Normal distribution ($\bar{x}=0$, SD=1). A mean person log residual test of fit of -0.57 (SD=1.36) indicated overall person fit was reasonable.

Overall fit to the Rasch model
The item-trait interaction statistic is a measure of the overall fit of the data to the Rasch model. A statistically
significant result on this chi-square test indicates that some items do not fit the model. Misfit would indicate that the items are assessing something in addition to, or other than, the property or construct of interest.

For the “AAA Scale” the non-significant total item-trait interaction test of fit ($\chi^2=32.04$, df=27, $p=0.23$) indicated that invariance was maintained along the latent trait. Together with the other tests of fit, this meant the items were internally consistent and can be accepted as forming a single variable at this level of scale. The interval-level locations (scores), which the Rasch transformation produced, can be used for further statistical analyses such as comparisons of mean locations for various groups of persons.

Item/person distribution

The targeting of items and persons was assessed by viewing the person-item location distribution map, where person locations are plotted together with item locations or item threshold locations on the same continuum. The distributions of person (for both gender groups) and item threshold locations are represented in Figure 8. The figure illustrates that whilst the items are reasonably well distributed, some individuals (of both genders) cannot be measured as reliably as the majority by this set of items. This is because they find the items either too intense or not intense enough for them. These areas have been highlighted by black circles. Females were more widely distributed along the continuum than males.

Table 4 summarises the comparisons amongst mean person location scores of different population groups, revealing that support for abortion was greatest amongst older individuals, females, those from non-Aboriginal or Torres Strait Islander (ATSI) backgrounds, individuals with no religious affiliations, and those who reported being sexually active. Persons with a previous experience of pregnancy also showed greater support for abortion services, with the greatest support shown by those participants reporting a previous abortion.

Table 4: Relative Mean Scale Scores for Different Sub-groups responding to the “Adolescent Attitudes to Abortion Scale”

<table>
<thead>
<tr>
<th>Item</th>
<th>Location</th>
<th>Response categories</th>
</tr>
</thead>
<tbody>
<tr>
<td>B5</td>
<td>-0.798</td>
<td>SD/D, A, SA</td>
</tr>
<tr>
<td>G5</td>
<td>-0.483</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>B2</td>
<td>-0.326</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>L10*</td>
<td>-0.206</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>L39*</td>
<td>-0.04</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>L17</td>
<td>0.074</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>G2</td>
<td>0.315</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>L3</td>
<td>0.628</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>G23</td>
<td>0.836</td>
<td>SD, D, A, SA</td>
</tr>
</tbody>
</table>

* indicates items is reverse-scored

Order and location of items

Examining the order and location of items provides further evidence of scale validity. A well-developed scale will possess item locations that are evenly distributed along the logit continuum and the ranked order of item difficulties or intensities should make sense empirically.

Table 5 lists the final set of items by increasing location (in logits) along the continuum, along with the final response categories used. The table illustrates that items B5 and G5 were the “easiest” for participants to agree with and item G23 was the most “difficult”; with the order of intensity making sense intuitively.

Table 5: Final List of Items in the “Adolescent Attitudes to Abortion Scale” (location order) (n=9)

<table>
<thead>
<tr>
<th>Item</th>
<th>Location</th>
<th>Response categories</th>
</tr>
</thead>
<tbody>
<tr>
<td>B5</td>
<td>-0.798</td>
<td>SD/D, A, SA</td>
</tr>
<tr>
<td>G5</td>
<td>-0.483</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>B2</td>
<td>-0.326</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>L10*</td>
<td>-0.206</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>L39*</td>
<td>-0.04</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>L17</td>
<td>0.074</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>G2</td>
<td>0.315</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>L3</td>
<td>0.628</td>
<td>SD, D, A, SA</td>
</tr>
<tr>
<td>G23</td>
<td>0.836</td>
<td>SD, D, A, SA</td>
</tr>
</tbody>
</table>
As a spread of -3 to +3 logits is usually considered adequate, the logit values in Table 5 (together with the graphical illustration shown in Figure 8) confirms that more and less intense items could be included to better distinguish between participants at both extremes of the scale.

Reliability
An indication of the reliability of the scale is provided by the Person Separation Index (PSI), the Rasch equivalent of Cronbach’s α. This index indicates how well the scale can distinguish amongst persons in terms of their latent trait locations.

For the “AAA Scale” the PSI was 0.82, indicating good reliability. A Cronbach’s α statistic could not be calculated as the final scale included gender-specific items which resulted in missing data for each respondent.

Discussion
On the basis of the analyses described here, the final nine item “AAA Scale” can be accepted as an effective and valid measurement tool for the assessment of adolescent attitudes and intentions towards abortion, demonstrating good reliability. The scale is unidimensional and interval-level scores of attitude were obtained.

The rescoring of item B5 and removal of item L31 provided the best fit between the data and the Rasch model. Future application of this scale may require re-wording of the response categories for item B5, with subsequent re-testing. To make male and female versions of the scale congruent, the response categories for the similarly-worded item G5 could also be revised, although Rasch analysis did not deem it necessary. Whilst it is not ideal to reduce categories post hoc, these analyses indicate that item B5 operated more effectively with fewer categories and that rescoring was justified.

Mean person locations for different population groups matched expectations. For example, support for abortion was strongest amongst females and those self-reporting a previous abortion. Such results provide further evidence of the scale’s validity.

The addition of more and less intense items would enable the scale to make better distinctions between people with very high or very low total scores. As it currently exists, the absence of DIF indicates that the scale could be administered to participants of different gender and to those with different sexual and/or pregnancy experiences, without concern that the items may mean something different to these population subsets.

The creation of interval-level measures by the “AAA Scale” allows intensity of attitude to be more explicitly measured than previously developed ordinal scales measuring attitudes towards abortion. For example, the correlations between attitude and behaviour can be examined with greater specificity; and Rasch person locations will enable the investigation of changes in these measures over time and between groups to be undertaken with greater precision.

Another benefit the “AAA Scale” has over previous measurement scales is that the estimated item parameters and person values derived from the Rasch model are not sample-dependent (if no DIF is present and a reasonable range of persons have been used for the analysis), whereas important statistics about test items (e.g. their difficulty) derived through traditional methods can only be confidently generalised to the population from which the sample was drawn. Most other scales also require all items to be administered to derive and interpret scores. Calibration of items using Rasch methods remain independent of the sample used and enable individuals to obtain the same score irrespective of what items are answered, meaning missing data can be accommodated.

There are some limitations of this study. Firstly, the scale items were developed and then administered to the sample prior to any application of the Rasch paradigm. However, whilst the Rasch paradigm and model could have been utilised in the initial development and trialling of items, it is not uncommon for it to be used in the improvement and/or assessment of existing scales. O’Connor provides several examples of how the Rasch model has been subsequently applied to health outcome measures that were established by other theoretical approaches.

Secondly, the sampling framework resulted in a relatively homogenous sample of adolescents. Although Rasch analysis enables scores to be calibrated independently of the distribution of item responses, further analyses need to be carried out with more diverse populations before applying the scoring mechanism more widely.

Finally, although the final nine items demonstrated close adherence to the principles of objective measurement, the study did not afford the opportunity to re-test them in the same population.

Conclusion
The Rasch unidimensional measurement model is a simple and effective tool in the development of attitude measurement scales. This paper described how the model
was used to develop a scale measuring attitudes towards abortion; with an emphasis on illustrating the psychometric properties of the scale. If fit to the model is satisfactory, interval-level item and person locations can be produced that are invariant in nature. The information about fit allows researchers to better understand the strengths and weaknesses of their scales, providing clear direction for future amendments of scale items and further understanding of the construct of interest.

References
17. Wright BD, Masters GN. The measurement of knowledge and attitude. Chicago: MESA Psychometric Laboratory, University of Chicago, Department of Education; 1981.
ACKNOWLEDGEMENTS
The authors would like to acknowledge the investigative team of the “Teen Relationships Study” who kindly granted access to their dataset for these analyses. Special mention is given to Rosemary Austin and Jennifer Smith for their tireless efforts with data collection. Additional thanks are given to all the recruitment sites that participated, and to the many adolescents who took the time to share their viewpoints and experiences.

PEER REVIEW
Not commissioned. Externally peer reviewed

CONFLICTS OF INTEREST
The authors declare that they have no competing interests.

FUNDING
The “Teen Relationships Study”, from which the data in this research paper was originally derived, was funded by a NHMRC Research Grant (New Investigator). Funding to support the Rasch analysis process discussed in this paper was provided by a Curtin University Postgraduate Scholarship and a University of Western Australia Ad-Hoc Scholarship.

ETHICS COMMITTEE APPROVAL
• King Edward Memorial Hospital Human Research Ethics Committee
• Western Australian Aboriginal Health Information and Ethics Committee
• Curtin University Human Research Ethics Committee